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Abstract

In [3] a provably secure synchronous keystream generator based on the
Rijndael block cipher is described. This document gives a more general
interface for the cipher and investigates effects on the provable security
properties.

1 Introduction

We assume that the reader is familiar with the BMGL stream cipher, [3], which
is based on Rijndael, [5], and was input to the NESSIE call for primitives, [4].
We submit this paper in response to a later call from the NESSIE program
committee on a more generalized interface for stream ciphers. It is in this call
(correctly) argued that in contrast to the classical definition of a stream cipher
as producing a single, “unbounded” key stream, most practical applications
require a large number of relatively short “segments” of key stream. This is
among other things motivated by the fact that data is often packetized into
chunks, and these chunks may be lost or reordered during transmission. Hence
it is desirable to very efficiently seek back and forth in the decryption key stream.
Not all stream ciphers allow this. The alleged RC4 [7] does not, whereas SEAL
[6] does.

In this paper we show how BMGL can be adopted to allow such random ac-
cess into a key stream made up of a number of shorter segments. This is done in
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a most natural way, incorporating the synchronization information as the (pre-
viously fixed) plaintext block. This means that the size of the synchronization
value can be up to 256 bits, which should be sufficient for most applications.

In the original BMGL submission, the security is proved under the assump-
tion that Rijndael, when iterated, is about as hard to invert as a randomly
chosen function. Invert here means finding the key, given the ciphertext corre-
sponding to a fixed plaintext. To retain the security in the current setting we
extend the assumption in the natural way: we assume that (iterated) Rijndael
is hard to invert even if an attacker has a number of extra plaintext/ciphertext
pairs at its disposal. This would be natural to assume from any “secure” block
cipher.

Except otherwise noted, we adopt the same notation as in [3].

2 Generalized Construction

Recall that we use the following definition of security for the generator.

Definition 1. Let G be a generator, stretching n bit seeds to L(n) bits, and
let D be a probabilistic algorithm computing a function {0, 1}L(n) → {0, 1}.
Let pr , Prz∈UL(n) [D(z) = 1] and pG , Prs∈Un [D(G(s)) = 1]. We then say
that D is a (L(n), T (n), δ(n))-distinguisher for G if D runs in time T (n) and
pr ≥ pG + δ(n). If there is no (L(n), T (n), δ(n))-distinguisher for G then it is
said to be (L(n), T (n), δ(n))-secure.

Also, recall that Mm denotes the set of all m × n binary matrices and let
{Bm

R (x) | R ∈ Mm} be all functions of form

Bm
R (x) =
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...

...
...
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·
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xn











mod 2.

We assume that the message M to be encrypted is divided into a number of
segments M = M1|| . . . ||Mt, where || denotes concatenation. Not all Mj need
to be of the same size. (The division into segments may for instance coincide
with normal IP-packets.)

To encrypt M , we assume a random n-bit key and a matrix R ∈ Mm have
been chosen. The segment Mj is bitwise XORed by sj , a corresponding segment
of keystream. Let pj be an n-bit string that uniquely, within the life-time of an n-
bit key x, identifies this segment. For instance, pj may contain information such
as a packet/message sequence number, identity of the sender/receiver, identity
of a flow, etc. (This may allow one and the same key to be used to encrypt
several parallel sessions, e.g. both audio and video in a multimedia setting, and
in a bi-directional way.) To generate sj , iterate the function f(x) , fpj (x) as
described in the BMGL construction, [3], until enough keys stream bits have
been generated (corresponding to the length of the current segment). Thus, pj
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has the place of an initialization vector, IV , and is used on a per-packet basis.
Formally we have

Definition 2. Let n, and m, Lj , λj, 0 ≤ j < t be integers such that Lj = λjm,
L ,

∑t−1
j=0 Lj and let f : {0, 1}n × {0, 1}n → {0, 1}n. Finally let {pj} be

distinct n-bit strings. The generator BMGLn,m,t,{Lj},{pj}(f) stretches n(1+m)
bits to L bits (made up of t segments of length L0, . . . , Lt−1), as follows. The
input is interpreted as x0,0 ∈ {0, 1}n, and R ∈ Mm. Let xi,j = f(pj , xi−1,j),
j = 0, . . . , t− 1, i = 1, . . . , λj (defining x0,j , x0,0 for all j) and let the output
be {Bm

R (xi,j)}i,j.

Observe that for security, only x0,0 must be random and secret and the {pj}
and {Lj} values may be determined “on the fly” rather than as fixed parameters.
The matrix R should be random, but may be public information. As before, we
shall use Rijndael with plaintext block p and key x as our f(p, x).

It remains to analyze the impact of this generalization on the provable se-
curity properties.

3 Security of the Generalized BMGL

The attack scenario is now a bit different. We need to model the fact that
an adversary now obtains several short keystream segments generated by it-
erating f with fixed x and varying plaintext pj . Intuitively though, a good
block cipher should not lose security just because an attacker sees several plain-
text/ciphertext pairs. We therefore define the following notion of security.

Definition 3. Let f = f(p, x) be a function {0, 1}n × {0, 1}n → {0, 1}n, and
define fp(x) , f(p, x). Let t be an integer and A be a probabilistic algorithm
which takes an input from {0, 1}n×(1+t) and has output in {0, 1}n. We then
say that A is a (S, δ, t, i)-inverter for f if when given y = f (i)

p (x) and {yj =
fpj (x) | j = 0, 1, . . . , t−1} for an x chosen uniformly at random, in time S with
probability δ it produces z such that fp(z) = y.

Note that z may be of form z = f (i−1)
p (x), though this is not required.

The difference to [3] is thus that the algorithm, besides the iterated y =
f (i)

p (x) it tries to invert also gets some “help” in the form of other, non-iterated
functions, {fpj (x)}. (Of course, it is possible for the inverter to iterate these too
on its own, if desired.) In the case that fp and the fpj s are randomly chosen,
independent, black-box functions we would naturally assume that the informa-
tion about the other functions, {fpj (x)} would be of no use in inverting f (i)

p (x).
Likewise, for a secure a block cipher, getting f(pj , x) for different plaintexts pj

does not seem to help in inverting f(p, x), at least not if brute force search is
the only available attack method.

More precisely, how hard would we expect it to be to invert a random black-
box function in the above setting?
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Theorem 1. Let A be an algorithm that tries to invert a black box function
fp : {0, 1}n → {0, 1}n. If A is given y = f (i)

p (x) and some other, independently
chosen functions evaluated at x; {fpj (x)|j = 0, 1, . . . , t − 1}, for a random x,
then the probability (over the choice of fs and x) that A finds a z such that
fp(z) = y using at most S oracle-evaluations of fp and T oracle-evaluations of
{fpj}, is bounded by (T + S(i + 1))2−n.

Proof sketch: Similar to [3], let W , {f (k)
p (x)|0 ≤ k ≤ i} be the at most i + 1

distinct values involved in computing f (i)
p (x). If during the attempted inversion

process, the inverter does not obtain some value w such that fp(w) ∈ W , or,
does not evaluate some fpj (w) such that fpj (w) = fpj (x), there is no correlation
between the inverter and and the evaluation process. If the inverter makes S
calls to fp(w) and T calls of the form fpj (w) , the probability of doing this for
a w as above is at most (T + S(i + 1))2−n.

This leads to the following definition:

Definition 4. A σ-secure one-way function family is an efficiently computable
set of functions, Fn = {fp(x) | p ∈ {0, 1}n}, such that each fp maps {0, 1}n →
{0, 1}n, and so that the functions in Fn cannot be (S, δ, t, i)-inverted for any
S/δ < σ2n/i.

We naturally assume that Rijndael with varying plaintexts is a σ-secure
one-way function family for some reasonably large σ. Varying assumptions on σ
will as in [3] lead directly to different quantitative security levels of the derived
generator.

We now need to establish the following lemma:

Lemma 2. Let t, {Lj}, {λj}, {pj} be as in Definition 2 and set λ ,
∑

j λj.
Suppose that BMGLn,m,t,{Lj},{pj}(f) runs in time S(L). If this generator is
not (L, T (L), δ)-secure, then there is an algorithm P (i,j), j ∈ [0..t − 1], i ∈
[1..λj ] that, using T (L)+S(L) operations, given f (i)

pj (x), R, and {fpt(x) | t > j}
for random x ∈ Un and R ∈ Mm, distinguishes Bm

R (f (i−1)
pj (x)) from Um with

advantage δ′ ≥ δm
2L .

The algorithm P (i,j) depends on integers i, j, and for any 0 < µ < 1, using
12δ−2λ2 log λ(T (L) + S(L)) ln µ−1 operations, i, j can be found with probability
at least (1− µ)log λ.

This corresponds to Lemma 5 of [3]. It is not difficult to see that from the
above lemma then, follows the security of the generalized generator in the same
way as in [3], adopting the notion of security as that of Definition 4.

Proof sketch: The proof is again a hybrid argument. For simplicity of notation,
assume all segments are the same length, λj = c for all j. Completely analogous
to Lemma 5 of [3] we define hybrid distributions, {H(i,j)}, whose first m(jc+ i)
bits are random, and the rest are generated by the generator. Here, H0,0 equals
the distribution of outputs of G, and Hc,t is the uniform distribution on {0, 1}L.
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By assumption, some algorithm D distinguishes H0,0 and Hc,t with advantage
δ, so from the triangle follows the existence of i, j in the above range, for which
D distinguishes Hi,j from Hi+1,j (or Hc,j from H0,j+1), with advantage at least
δ/λ.

Given these i, j, the algorithm P (i,j) on input r, y = f (i)
pj (x), R and {fpt(x) |

t > j} can now simulate the adjacent hybrids, inserting r in the correct position
and feeding this to D and simply return D’s answer.

To find the right i, j, we perform a binary search and evaluate the alternatives
by sampling. Due to sampling errors the quality of the found i, j can not be
guaranteed to be exactly as good as the i, j in the existence proof above. Details
are as in [3].

The above Lemma is then used as in [3] from which quantitative bounds on
the security for varying m, n,L can be deduced.

4 Summary and Conclusions

We have shown how to generalize the BMGL generator in a completely natural
way, allowing easy keystream synchronization with random access properties
that still allow us to prove security based on very reasonable assumptions about
Rijndael.
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