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1 Introduction

SNOW is a synchronous additive word-oriented stream cipher with two possible key sizes of 128 and
256 bits. This cipher was submitted by Patrik Ekdahl and Thomas Johansson at Lund University.

2 Description

SNOW is a word-oriented stream cipher, where a word is specified to be 32 bits, based on ideas from
the classical summation generator [MOV97]. The cipher consists of a length 16 linear feedback
shift register (LFSR) over GF (232) feeding a Finite State Machine (FSM). The first symbol from
the LFSR enters the FSM and the output of the FSM is bitwise added to the last entry of the
LFSR producing 32 key stream bits.

The FSM consist of two 32 bit registers, called R1 and R2, and some operations to determine
the output of the FSM and the new contents of the registers R1 and R2.

The maximum allowed length of the produced key stream is set to 250 32 bit words, then the
cipher must be rekeyed.

It is obvious, that the state space of SNOW is 216·32+2·32 bit.

3 Observations

3.1 Time-memory trade-off attacks

These kind of attacks [BS00] do not seem to be applicable to SNOW. The state space is simply
too large compared to the key size.

3.2 Linear Feedback Shift Register

The LFSR has a primitive feedback polynomial over GF (232) which is

p(x) = α + x7 + x13 + x16

where GF (232) is generated by the irreducible polynomial

q(x) = x32 + x31 + x22 + x17 + x12 + x3 + 1
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and q(α) = 0. This linear recurrence over GF (232) can be shown [Her85] to be equivalent to
implementing 32 parallel bit-wise LFSR’s, each of length 16 · 32 = 512. These linear recurrences
are all the same, represented by a polynomial p(x) over GF (2).

p(x) = 1 + x7 + x13 + x16 + x70 + x82 + x88 + x105 + x111 + x114 + x117 + x118 + x126

+ x130 + x132 + x135 + x136 + x138 + x140 + x142 + x147 + x153 + x154 + x156

+ x159 + x160 + x164 + x168 + x174 + x176 + x177 + x180 + x189 + x195 + x198

+ x203 + x207 + x209 + x212 + x213 + x216 + x219 + x224 + x227 + x228 + x233

+ x234 + x237 + x239 + x240 + x245 + x248 + x251 + x257 + x272 + x284 + x287

+ x293 + x296 + x308 + x311 + x317 + x323 + x329 + x332 + x335 + x341 + x344

+ x371 + x377 + x380 + x407 + x413 + x431 + x437 + x440 + x443 + x449 + x452

+ x455 + x461 + x464 + x512

This polynomial has a lot of non-zero coefficients what makes some fast correlation attacks
[MS89,CS91] very impractical.

The feedback polynomial of the LFSR is primitive, the period of the LFSR is thus 216·32− 1.
It is very likely, that the period of SNOW is therefore 216·32 − 1, too.

3.3 Properties of the FSM

The output of the FSM at time t is calculated as follows.

FSM(t) = (st+1 � R1)⊕R2

where st+k denotes the content of the k’th shift register cell at time t, � stands for addition
modulo 232 and ⊕ denotes the XOR operation. The new values of the registers R1 and R2 are
given as

temp = ((FSM(t) � R2) � 7)⊕R1,

R2 = s-box[R1],

R1 = temp

where � denotes a cyclic shift to the left. The least significant output bit of a modulo addition
is not connected to any carry bit, so attacking the least significant bit in the FSM could be
very promising. But due to the cyclic shift to the left and the bit permutation in the s-box
computations, see section 3.4, after only a few iterations the boolean function describing the least
significant output of the FSM becomes too complicated.

Due to the memory property of the FSM it seems to be very hard to determine correlations
between input and output bits with probability significantly better than 1

2 .

3.4 Properties of the s-box

The s-box consists of four identical 8-to-8 bit s-boxes and a permutation of the resulting bits. The
32 bit input x is split into 4 bytes and each of the bytes enters the 8-to-8 bit s-box. This s-box is
a 8-to-8 bit non-linear mapping based on operations in GF (28). After the mapping of the single
bytes, the bits in the resulting 32 bit word are permuted.

A linear and differential analysis of the s-box above yields the following results, where the
operator � denotes the dot product. The linear analysis of the 8-to-8 s-box gave equations with
maximal effectiveness of |p− 1

2 | = 0.125, i.e. the equation

a� x = b� s-box[x] with a = (79)16, b = (ff)16
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holds with probability p = 0.625, and the equation

a� x = b� s-box[x] with a = (f0)16, b = (df)16

holds with probability p = 0.375.
The differential analysis of the s-box gave only small deviations of the distributions of input

differences to output differences. For instance, the input difference ∆input = (ff)16 is carried to
the output difference ∆output = (e3)16 with probability p = 0.02344.

In order to get correlations of key stream bits with bits of the LFSR, it could be useful
to compute a linear approximation of the 32-to-32 bit SNOW s-box = (s1, . . . , s32). The best
affine approximation of the boolean function si holds with probability 0.625. Each function si has
correlation immunity order of 0, the best correlator of one of the bit-wise functions si holds with
probability 0.5625.

3.5 Correlation Attacks

The submitters report that no binary correlation between input bits and output bits of the FSM
with probability better than 1

2 +2−20 was found. Even though such a correlation would not break
the cipher faster than exhaustive key search, this would be a correlation stronger than expected
by the submitters.

The submitters use the asymptotic results for a successful convolution attack presented in
[CJS00] to give a lower bound for the complexity of a attack faster than exhaustive key search
with access to a maximum allowed key stream of 250 words. They claim, that in order to perform a
binary correlation attack faster than exhaustive key search with key size 256 bit, one needs to find
a correlation between input and output sequences of the FSM , larger than the value 1

2 + 0.0029.
But this attack would require around 2400 precompution memory and complexity.

The relationship between the LFSR over GF (232) and the corresponding 32 bit-wise LFSR’s
over GF (2) could be very useful. Instead of attacking the full length 16 LFSR over GF (232), it
may suffice to attack only the first 16 bits of each of the 16 bit-wise LFSR over GF (2). In [CJS00]
two fast correlation attacks are described which are very effective in restoring only the first part of
a linear feedback shift register, i.e. the first 16 bits of one of the bit-wise LFSR described above.
The asymptotic bounds given by the submitters for a successful correlation attack on SNOW are
also valid for correlation attacks on the bit-wise LFSR.

3.6 Guess-and-Determine Attacks

No guess-and-determine attacks of SNOW with complexity less than exhaustive key search have
been found. A very simple guess-and-determine attack on SNOW has complexity 2352 and requires
only 6 key stream words. It is unknown how to improve this attack in a way that allowing more
accessible key stream words would significantly reduce the overall complexity.

3.7 Key Loading, Rekeying and Weak Keys

The keying is as follows. The LFSR is first initialized with the key and the registers R1 and R2
are both set to zero. Then SNOW is clocked exactly 64 times without producing any key stream.
Instead the output of the FSM is fed back into the feedback loop of the LFSR. After the clocking,
the registers R1 and R2 and the LFSR have received their initial values.

If the initial state of the LFSR is completely zero then the algorithm will cycle forever pro-
ducing the output word of the FSM . It is easy to show, that the keying never results the LFSR
state being the all zero state.

No indication is given of how the stream cipher should be rekeyed.
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3.8 Distinguishing Attacks

The attack is successful if one can distinguish the generated pseudo-random sequences from truly
random sequences. The NESSIE-Tools were applied to SNOW with 128 bit key size. However,
the results didn’t indicated a deviation from random behaviour. For more details please refer to
[Dic01].

4 Conclusion

The submitters claim that exhaustive key search is the most efficient way of attacking SNOW.
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