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1 Introduction

SOBER-t16 and SOBER-t32 are synchronous additive stream ciphers designed for key sizes upto
128 bit and 256 bits, respectively. The SOBER ciphers were submitted by Philip Hawkes and
Gregory Rose at Qualcomm Australia.

2 Description

The stream ciphers are constructed from a linear feedback shift register (LFSR), a non-linear
filter (NLF ) and a form of irregular decimation, called stuttering. SOBER-t16 outputs the key
stream as 16 bit blocks and SOBER-t32 emits 32 bit blocks. The LFSR of the ciphers are of length
17 and operate over GF (216) for SOBER-t16 and GF (232) for SOBER-t32, respectively.

The NLF consists of XOR (⊕), addition modulo 216 (�) (addition modulo 232) and a 16-to-
16 (32-to-32) bit transformation called f -function. The output of the non-linear filter at time t is
described as

NLF (t) = ((f(st � st+16) � st+1 � st+6)⊕ const) � st+13

where st+k is the content of the k’th shift register cell at time t, const is a session key dependent
constant value, derived during the key loading phase.

The stuttering decimates the output of the NLF in an irregular fashion. For the stuttering
of SOBER-t16 it can be shown that there is an average of 6

13 key stream output per clock of the
LFSR (for SOBER-t32 the average key stream output per clock is 12

25 ).
With the sizes of the LFSR’s and the size of the key dependent parameter const, it’s obvious

that the initial state sizes of SOBER-t16 and SOBER-t32 are 217·16+16 and 217·32+32, respectively.

3 Observations

3.1 Memory-Time-Tradeoff attacks

These kind of attacks [BS00] do not seem to be applicable to SOBER-t16 and SOBER-t32. The
state spaces are simply too large compared to the key size.
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3.2 Linear Feedback Shift Register

The linear recurrence over GF (216) of the SOBER-t16 LFSR can be shown, see [Her85], to be
equivalent to implementing 16 parallel bit-wise LFSR’s, each of length 17 · 16 = 272. These linear
recurrences are all the same, represented by the primitive polynomial p16(x) over GF (2):

p16(x) = 1 + x2 + x4 + x6 + x8 + x15 + x16 + x17 + x18 + x19 + x20 + x21 + x24 + x27 + x28 + x30

+ x32 + x33 + x39 + x41 + x42 + x43 + x46 + x48 + x51 + x55 + x56 + x57 + x58 + x61

+ x62 + x63 + x64 + x68 + x72 + x73 + x75 + x78 + x81 + x82 + x83 + x84 + x85 + x87

+ x88 + x89 + x90 + x91 + x92 + x94 + x95 + x97 + x99 + x100 + x103 + x111 + x112

+ x115 + x118 + x119 + x124 + x126 + x127 + x129 + x130 + x131 + x132 + x133 + x135

+ x136 + x137 + x138 + x139 + x140 + x141 + x143 + x148 + x149 + x153 + x154 + x156

+ x159 + x161 + x165 + x166 + x167 + x168 + x169 + x172 + x174 + x177 + x180 + x185

+ x187 + x188 + x189 + x190 + x191 + x194 + x195 + x197 + x198 + x199 + x201 + x202

+ x203 + x204 + x205 + x207 + x209 + x213 + x214 + x215 + x218 + x220 + x223 + x225

+ x226 + x229 + x230 + x231 + x233 + x234 + x237 + x238 + x240 + x242 + x244 + x245

+ x247 + x253 + x255 + x257 + x260 + x264 + x268 + x272

The period of the corresponding 16 linear feedback shift sequences generated by p16(x) is thus
2272 − 1 and so the period of the recurrence over GF (216) must be also 2272 − 1. This polynomial
has a lot of non-zero coefficients what makes some fast correlation attacks [MS89,CS91] very
impractical.

Exactly the same observations are applicable to SOBER-t32. The linear recurrence over GF (232)
of SOBER-t32 is equivalent to 32 parallel bit-wise LFSR’s, each of length 17 · 32 = 544. These
linear recurrences are all the same, represented by a primitive polynomial p32(x) over GF (2):

p32(x) = 1 + x17 + x19 + x21 + x23 + x25 + x27 + x29 + x30 + x31 + x33 + x34 + x35 + x37 + x38

+ x39 + x41 + x42 + x46 + x47 + x49 + x50 + x51 + x53 + x54 + x55 + x56 + x57 + x58

+ x59 + x61 + x62 + x63 + x64 + x65 + x66 + x67 + x68 + x70 + x74 + x76 + x77 + x78

+ x79 + x84 + x85 + x87 + x89 + x90 + x91 + x92 + x95 + x97 + x98 + x100 + x101 + x102

+ x109 + x111 + x113 + x114 + x117 + x118 + x121 + x125 + x130 + x131 + x132 + x133

+ x137 + x138 + x140 + x142 + x143 + x145 + x146 + x147 + x148 + x149 + x151 + x153

+ x156 + x160 + x163 + x164 + x165 + x172 + x173 + x175 + x176 + x177 + x179 + x180

+ x184 + x185 + x186 + x190 + x191 + x193 + x198 + x200 + x201 + x202 + x206 + x207

+ x208 + x209 + x210 + x211 + x212 + x213 + x219 + x220 + x221 + x225 + x227 + x229

+ x231 + x232 + x233 + x235 + x236 + x238 + x239 + x240 + x241 + x242 + x244 + x245

+ x246 + x247 + x249 + x252 + x255 + x258 + x262 + x263 + x264 + x265 + x266 + x277

+ x279 + x281 + x284 + x285 + x288 + x289 + x290 + x291 + x292 + x294 + x296 + x300

+ x301 + x302 + x304 + x306 + x307 + x309 + x310 + x316 + x321 + x323 + x324 + x325

+ x327 + x334 + x335 + x336 + x337 + x340 + x341 + x342 + x344 + x345 + x346 + x347

+ x350 + x352 + x355 + x357 + x360 + x361 + x362 + x363 + x364 + x365 + x368 + x373

+ x377 + x379 + x381 + x382 + x383 + x385 + x388 + x389 + x390 + x391 + x392 + x394

+ x398 + x403 + x404 + x405 + x406 + x407 + x413 + x416 + x420 + x421 + x422 + x425

+ x426 + x428 + x430 + x431 + x433 + x435 + x436 + x437 + x438 + x440 + x441 + x442

+ x445 + x446 + x447 + x448 + x449 + x450 + x453 + x458 + x461 + x463 + x465 + x466
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+ x469 + x471 + x473 + x474 + x477 + x478 + x479 + x481 + x483 + x484 + x487 + x488

+ x489 + x490 + x493 + x494 + x496 + x499 + x500 + x503 + x505 + x506 + x508 + x511

+ x513 + x514 + x516 + x519 + x521 + x524 + x527 + x529 + x532 + x536 + x540 + x544

The period of the corresponding 32 linear feedback shift sequences generated by p32(x) is thus
2544 − 1 and so the period of the recurrence over GF (232) must be also 2544 − 1.

It is very likely that the output of the NLF has period 2272−1 for SOBER-t16 and 2544−1 for
SOBER-t32, respectively. With the succeeding irregular decimation we get therefore an avergage
key stream period of 6

13 ·
(
2272 − 1

)
for SOBER-t16 and an average period of 12

25 ·
(
2544 − 1

)
for

SOBER-t32.

3.3 Properties of the SOBER f-function

The f -function is part of the non-linear filter NLF . The f -function of SOBER-t16 has the following
property, that for 16 bit input word x = (xH ||xL)

f(x⊕∆x) = s-box[xH ⊕∆xH ]⊕ (0 . . . 0, xL ⊕∆xL)

So, modifications of the 8 least significant input bits of f only affects the 8 least significant output
bits, no bit changes are carried to the 8 most significant output bits. For SOBER-t32 the f -function
has similar properties. For 32 bit input word x = (xHH ||xHL||xLH ||xLL) we have

f(x⊕∆x) = s-box[xHH ⊕∆xHH ]⊕ (0 . . . 0, xHL ⊕∆xHL, xLH ⊕∆xLH , xLL ⊕∆xLL)

Modifications of the 24 least significant input bits of f only affects the 24 least significant output
bits, no bit changes are carried to the 8 most significant output bits. It is rather unclear how to
exploit these properties for attacking the ciphers.

In order to get correlations of key stream bits with bits of the LFSR, it could be useful to
compute a linear approximation of the f -function. Table 1 shows the linear approximations of the
corresponding bit functions of the SOBER-t16 f -function f = (f1, . . . , f16).

bit function prob. of best linear ap-
proximation

correlation
immunity

best correla-
tor

prob. of best correla-
tor

f1 p = 0.562 1 x1 ⊕ x15 p = 0.562
f2 p = 0.562 1 x2 ⊕ x13 p = 0.546
f3 p = 0.562 1 x3 ⊕ x14 p = 0.562
f4 p = 0.562 1 x4 ⊕ x13 p = 0.531
f5 p = 0.562 1 x5 ⊕ x13 p = 0.516
f6 p = 0.562 1 x6 ⊕ x14 p = 0.562
f7 p = 0.562 1 x7 ⊕ x10 p = 0.531
f8 p = 0.562 1 x8 ⊕ x9 p = 0.546
f9 p = 0.593 0 x11 p = 0.531
f10 p = 0.593 0 x14 p = 0.531
f11 p = 0.570 0 x16 p = 0.562
f12 p = 0.578 0 x13 p = 0.562
f13 p = 0.570 0 x12 p = 0.539
f14 p = 0.585 0 x14 p = 0.546
f15 p = 0.593 0 x12 p = 0.539
f16 p = 0.570 0 x13 p = 0.531

Table 1. bit functions of the SOBER-t16 f -function f = (f1, . . . , f16)
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3.4 Properties of the SOBER s-boxes

The s-boxes of SOBER-t16 and SOBER-t32 are combinations of the skipjack s-box and tailor-
designed s-boxes of the Information Security Research Centre (ISRC) at the Queenslang University
of Technology. For the 8-to-16 bit s-box of SOBER-t16 we have for all 8 bit inputs x

s-box[x] = skipjack[x] || isrc1[x]

and for the 8-to-24 bit s-box of SOBER-t32

s-box[x] = skipjack[x] || isrc2[x]

where skipjack[] denotes the 8-to-8 bit s-box, isrc1[] denotes a 8-to-8 s-box of ISRC and isrc2[]
is a 8-to-24 s-box of ISRC. A linear and differential analysis of the different s-boxes above yields
the following results, where the operator � denotes the dot product.

skipjack s-box For the skipjack s-box we have equations with maximal effectiveness of |p− 1
2 | =

0.109, i.e. the equation

a� x = b� s-box[x] with a = (4d)16, b = (a8)16

holds with probability p = 0.391, and the equation

a� x = b� s-box[x] with a = (7d)16, b = (a8)16

holds with probability p = 0.609.
The differential analysis gave only small deviations of the distributions of input differences

to output differences. For instance, the input difference ∆input = (90)16 is carried to output
difference ∆output = (b1)16 with probability p = 0.0468.

ISRC 8-to-8 s-box The linear analysis of the isrc1 s-box gave equations with maximal effective-
ness of |p− 1

2 | = 0.141, i.e. the equation

a� x = b� s-box[x] with a = (21)16, b = (bf)16

holds with probability p = 0.367, and the equation

a� x = b� s-box[x] with a = (bf)16, b = (26)16

holds with probability p = 0.641. The differential analysis of the isrc1 s-box gave only small
deviations of the distributions of input differences to output differences. For instance, the input
difference ∆input = (82)16 is carried to the output difference ∆output = (ac)16 with probability
p = 0.038.

ISRC 8-to-24 s-box For the isrc2 s-box we have equations with maximal effectiveness of |p− 1
2 | =

0.195, i.e. the equation

a� x = b� s-box[x] with a = (67)16, b = (a82d9d)16

holds with probability p = 0.313, and the equation

a� x = b� s-box[x] with a = (cd)16, b = (9c5267)16

holds with probability p = 0.695.
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3.5 Tap sets of the NLF and LFSR

In [Gol96] some necessary security requirements of tap positions of non-linear filter functions were
given. For instance,

– the difference of the last tap position and the first tap position should be as long as possible,
i.e. maximal the length of the linear feedback shift register

– the difference set of the tap sequence should be a full positive difference set
– the greatest common divisors of two pairwise different tap positions should be one

These requirements defeat inversion attacks [Gol96] and correlation attacks [And95,Gol96].
Table 2 shows the tap sets and the correspnding difference tap sets of the SOBER ciphers for

the LFSR and for the NLF . It is easy to see, that the difference tap set of the LFSR and the

tap set T difference tap set ∆T

LFSR TLFSR = {0, 4, 15, 17} ∆TLFSR = {2, 4, 11, 13, 15, 17}
NLF TNLF = {0, 1, 6, 13, 16} ∆TNLF = {1, 3, 5, 6, 7, 10, 12, 13, 15, 16}

Table 2. tap set and difference tap set of the LFSR and the NLF

NLF are indeed full positive difference sets.
In order to provide sufficent resistance against guess-and-determine attacks [HR00], the tap

position of the LFSR are well-suited to the taps of the NLF .

3.6 Theoretical attacks

In [Gol96] a necessary security requirement of a filter generator is that the LFSR length n and the
algebraic order k of the non-linear filter function should be large enough so that

(
n
k

)
is much bigger

than the expected key stream length. For a very naive attack, similar to the attack of LILI-128
in [Bab01], let’s consider SOBER-t16 without irregular decimation. The least significant bit of the
output of the NLF can be written as boolean function with 35 binary input variables of algebraic
order at most 32. So each least significant bit of the NLF is a known linear combination of all
possible products of up to 32 of the 35 input bits. There are exactly

32∑
i=0

(
35
i

)
= 34359737737

of such products. With roughly twice of that many observed key stream bytes (∼ 65 giga-bytes
), we can solve a linear equation system in that many variables. Strassens’s matrix inversion
algorithm [Str69,Bab01] has complexity 7 · n2.807 − 6 · n2, therefore we get a time complexity of
O(2101).

With the solution of these linear equations we get at most 35 bits of the length 17 linear
feedback shift register over GF (216), i.e. 6 bits of the least significant bit LFSR and the bits of
two full register cells of the LFSR over GF (216).

In order to get more bits we can proceed as follows. We drop the first one of the 34359737737
least significant output bits of the NLF , clock the LFSR once more, get the next least significant
output bit and solve the simultaneous equations again. So, after only 11 additional clocks, and by
exploiting the linear feedback recurrence, we can restore 17 consecutive LFSR output words.

Of course, we can extend this idea to all remaining output bit functions of the NLF . But due
to the s-box and the carry propagation of the modulo addition the number of products increases
dramatically.
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In order to avoid the gigantic requirements of the theoretical attack described above, we need
a boolean function with n input bits and an algebraic order of k, so that solving a binary system
of

k∑
i=0

(
n

i

)
linear equations is still feasible. For instance, the function x11⊕x9⊕x1 is a linear approximation of
the least significant bit f1(x) of the f -function, which holds with probability p = 0.5313. Therefore
we get an boolean approximation of the least significant bit of the NLF with 22 input bits and
with algebraic order of 11.

11∑
i=0

(
22
i

)
= 2449868

With time complexity of O(263) and roughly 4 mega-byte key stream we can solve these linear
equations, which hold only with a certain probability.

3.7 Correlation Attacks

The submitters claim that due to the non-linear filter and the irregular decimation of the key
stream correlation attacks are very unlikely.

The least significant output bit of a modulo addition is not connected to any carry bit, so this
property could be a good starting point for an attack. If we can find a correlation of output bits
of the NLF with a linear combination of least siginificat bit taps of the LFSR, we can launch a
correlation attack to the least significant bit LFSR introduced in section 3.2. But unfortunately,
the least significant bit input of the f -function, is correlated only with probability 1

2 to the least
significant bit output of f , which is completely useless.

The relationship between the LFSR over GF (216) and the corresponding 16 bit-wise LFSR’s
over GF (2) could be very useful. For SOBER-t16, instead of attacking the full length 17 LFSR
over GF (216), it may suffice to attack only the first 17 bits of each of the 16 bit-wise LFSR over
GF (2). In [CJS00] two fast correlation attacks are described which are very effective in restoring
only the first part of a linear feedback shift register, i.e. the first 17 bits of one of the bit-wise
LFSR described above.

Table 3 shows the required correlation probabilities with given maximal key stream length 250

for an correlation attack of the bit-wise LFSR faster than exhaustive key search with key size of
256 bit.

cipher algorithm parameter correlation prob. memory complexity

SOBER-t16 t = 6, k = 116 1/2 + 0.000242 2100

SOBER-t16 t = 8, k = 70 1/2 + 0.000215 2150

SOBER-t16 t = 10, k = 24 1/2 + 0.000195 2200

SOBER-t32 t = 8, k = 205 1/2 + 0.0799 2150

SOBER-t32 t = 10, k = 160 1/2 + 0.0239 2200

SOBER-t32 t = 12, k = 110 1/2 + 0.0092 2250

Table 3. complexities for correlation attacks to the bit-wise LFSR’s

3.8 Timing Attacks and Power Attacks

Due to the irregular decimation the cipher is vulnerable to timing and power attacks. However,
the submitters claim that even if the decimation could be strip away the cipher remains secure.

In [GM91,GP92,Ziv91] attacks to irregularly decimated sequences were introduced, but due to
the non-linear filter these attacks don’t seem very promising.
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3.9 Key Loading, Rekeying and Weak Keys

The key loading is the crucical part of the SOBER cipher. This mechanism maps the session key
material to the initial state of the SOBER ciphers. The submitters report that the key loading
was designed in a way that every bit of the initial state is a non-linear function of every bit of the
session key.

The ciphers provide an initialization vector, called frame key, which can be assumed to be
public. In SOBERII, an ancestor of SOBER-t16 and SOBER-t32 with very similar structure, a
correlation between related frames for the same initial key material was found [BP99]. But the
updated key and frame loading used in SOBER-t16 and SOBER-t32 destroys this correlation.

If the initial state is completely zero then the algorithms will cycle forever producing the same
NLF output. But the probability that a session key results in the initial state being the all zero
state is less than 2−112 for SOBER-t16 and less than 2−256 for SOBER-t32.

With probability 2−16 for SOBER-t16, 2−32 for SOBER-t32, the constant parameter const in
the NLF computation, see section 2, is zero. But firstly it is unknown how this property can be
exploited for an attack, and secondly we can’t predict keys which will result in const = 0.

3.10 Distinguishing Attacks

The attack is successful if one can distinguish the generated pseudo-random sequences from truly
random sequences. The NESSIE-Tools were applied to SOBER-t16 and SOBER-t32 with 128 bit
key size. However, the results didn’t indicated a deviation from random behaviour. For more details
please refer to [Dic01a,Dic01b].

4 Conclusion

The submitters claim that exhaustive key search is the most efficient way of attacking SOBER-t16
and SOBER-t32. The best known attacks, different from exhaustive key search, have complexity
of 2160 for SOBER-t16 and 2320 for SOBER-t32.
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